
Chapter 15

Analysis of Crowded Scenes in Video

In this chapter, we first review the recent studies that have begun to address the
various challenges associated with the analysis of crowded scenes. Next, we
describe our two recent contributions to crowd analysis in video. First, we present a
crowd analysis algorithm powered by prior probability distributions over behaviors
that are learned on a large database of crowd videos gathered from the Internet. The
proposed algorithm performs like state-of-the-art methods for tracking people
having common crowd behaviors and outperforms the methods when the tracked
individuals behave in an unusual way. Second, we address the problem of detecting
and tracking a person in crowded video scenes. We formulate person detection as
the optimization of a joint energy function combining crowd density estimation and
the localization of individual people. The proposed methods are validated on a
challenging video dataset of crowded scenes. Finally, the chapter concludes by
describing ongoing and future research directions in crowd analysis.

15.1. Introduction

In recent years, video surveillance of public areas has grown at an ever
increasing rate, from closed-circuit television (CCTV) systems that monitor
individuals in subway systems, sporting events and airport facilities to networks of
cameras that cover key locations within large cities. Along with the growing
ubiquity of video surveillance, computer vision algorithms have recently begun to
play a growing role in these monitoring systems. Until recently, this type of video
analysis has, for the most part, been limited to the domain of sparse and medium
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person density scenes primarily due to the limitations of person detection and
tracking. As the density of people in the scene increases, a significant degradation in
the performance is usually observed in terms of object detection, tracking and event
modeling, given that many existing methods depend on their ability to separate
people from the background. This inability to deal with crowded scenes such as
those depicted in Figure 15.1 represents a significant problem as such scenes often
occur in practice (e.g. gatherings, demonstrations or public spaces such as markets,
train stations or airports).

Figure 15.1. Examples of high-density crowded scenes

This chapter first reviews recent studies that have begun to address the various
challenges associated with the analysis of crowded scenes focusing on: (1) learning
typical motion patterns of crowded scenes and segmenting the motion of the agents
in a crowd; (2) determining the density of people in a crowded scene; (3) tracking
the motion of individuals in crowded scenes; and (4) crowd event modeling and
anomaly detection. After reviewing the related works, we describe our two recent
contributions to crowd analysis in video.

In particular, in section 15.3, we present a crowd analysis algorithm powered by
prior probability distributions (or shortly priors) over behaviors that are learned from
a large database of crowd videos gathered from the Internet [ROD 11a]. The
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algorithm works by first learning a set of crowd behavior priors off-line. During
testing, crowd patches are matched to the database and behavior priors are transferred
from database videos to the testing video. The proposed algorithm performs as state-
of-the-art methods for tracking people having common crowd behaviors and
outperforms the methods when the tracked individual behaves in an unusual way.

In section 15.4, we address the problem of detecting as well as tracking people in
crowded video scenes. We propose to leverage information on the global structure
of the scene and to resolve all detections simultaneously. In particular, we explore
constraints imposed by the crowd density and formulate person detection as the
optimization of a joint energy function combining crowd density estimation and the
localization of individual people [ROD 11a]. We demonstrate how the optimization
of such an energy function significantly improves person detection and tracking in
crowds. We validate our approach on a challenging video dataset of crowded scenes.

Finally, the chapter concludes by describing ongoing and future research directions
in crowd analysis.

15.2. Literature review

The problem of crowd analysis in videos comprises a wide range of subproblems.
In the following sections, we describe a representative subset of studies that address
the major tasks associated with analyzing high-density crowded scenes. These
studies are grouped into four commonly studied problems within crowd analysis:
modeling and segmenting the motion of a crowd, the estimation of crowd density,
detecting and tracking individuals in a crowded scene, and modeling collective
crowd events and behaviors.

15.2.1. Crowd motion modeling and segmentation

Learning typical motion patterns of moving objects in a scene from videos is an
important visual surveillance task given that it provides algorithms with motion
priors that can be used to improve tracking accuracy and allow for anomalous
behavior detection. Typically, given an input video, the goal is to partition the video
into segments with coherent motion of the crowd, or alternatively find (multiple)
dominant motion directions at each location in the video.

A significant amount of effort has been placed on studying this problem in the
context of typical surveillance scenarios containing low-to-medium person densities.
More recently, a number of studies have begun to focus on segmenting motion
patterns of high-density scenes.
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Several crowd flow segmentation works represent crowd motion patterns using
low-level features computed over short temporal extents [ALI 07, HU 08, ROD 09],
such as optical flow. These features are then combined with Lagrangian particle
dynamics [ALI 07] or a simple agglomerative clustering algorithm [HU 08] to
partition a crowd video sequence into segments with single coherent motion.
Multiple dominant motions at each location of the crowd video can be found using
latent variable topic models [BLE 07] applied to optical flow vectors clustered into a
motion vocabulary [ROD 09].

An alternative representation of scene motion patterns forgoes directly
incorporating low-level motion features in favor of mid-level features such as object
tracks. The main thrust behind these approaches lies in the fact that they allow for
long-term analysis of a scene and can capture behaviors that occur over long
spatiotemporal extents. For example, point trajectories of pedestrians or traffic
within a scene (such as a crossroad) can be clustered into coherent motion clusters
[WAN 08, KUE 10]. Trajectories that do not match any of the clusters can then be
flagged as abnormal events.

15.2.2. Estimating density of people in a crowded scene

Determining the density of objects in a scene has been studied in a number of
works. The objective of most of the studies that focus on this problem is to provide
accurate estimates of person densities in the form of people per square meter or
person counts within a given spatiotemporal region of a video.

A significant number of density estimation methods are based on aggregate
person counts obtained from local object detectors. In these approaches, an object
detector is employed to localize individual person instances in an image. Having
obtained the localizations of all person instances, density estimation can proceed in a
straightforward manner. A number of these methods are not particularly well suited
for crowded scenes given that they assume that pedestrians are disconnected from
each other by the distinct background color, such that it may be possible to detect
individual instances via a Monte Carlo process [DES 09b], morphological analysis
[ANO 99] or variational optimization [NAT 06]. This class of methods tends to
generate accurate density estimation within the bounds of the previously mentioned
assumptions.

Another density estimation paradigm is based on regression. This class of
methods forgoes the challenges of detecting individual agents and instead focuses on
directly learning a mapping from a set of global features to density of people.
Lempitsky and Zisserman [LEM 10] cast the problem of density estimation as that
of estimating an image density whose integral over any image region gives the count
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of objects within that region. Learning to infer such density is formulated as a
minimization of a regularized risk-quadratic cost function. A linear transformation
of feature responses that approximates the density function at each pixel is learned.
Once trained, an estimate for object counts can be obtained at every pixel or in a
given region by integrating across the area of interest.

A number of regression-based methods begin by segmenting the scene into
clusters of objects and then proceed to regress on each of the clusters separately. For
example Chan et al. [CHA 08] segment crowd video using a mixture of dynamic
textures. For each crowd segment, various features are extracted, while applying a
perspective map to weight each image location according to its approximate size in
the real scene. Finally, the number of people per segment is estimated with Gaussian
process regression. Ryan et al. [RYA 09] use a foreground/background segmenter to
localize crowd segments in the video and estimate the count of people within each
segment using local rather than global features.

However, most of the above discussed methods have been evaluated in low-/
medium-density crowds and it is not clear how they would perform in heavily
crowded scenes.

15.2.3. Crowd event modeling and recognition

Over the years, event modeling has traditionally been limited to scenes containing
low density of people. However, recently, the computer vision community has begun
to focus on crowd behavior analysis. There are several complementary approaches to
solving the problem of understanding crowd behaviors.

The most conventional approach to modeling crowd events is the “object-based”
paradigm, in which a crowd is considered as a collection of individuals (bounding
boxes, segmented regions, etc.). Ke et al. [KE 07] propose a part-based shape
template representation that involves sliding the template across all possible
locations and measuring the shape matching distance between a subregion of the
input sequence and the manually generated template.

The work of Kratz et al. [KRA 09] focuses on recognizing anomalous behaviors
in high-density crowded scenes by learning motion pattern distributions that capture
the variations in local spatiotemporal motion patterns to compactly represent the
video volume. To this effect, this work employs a coupled hidden Markov model
(HMM) that models the spatial relationship of motion patterns surrounding each
video region. Each spatial location in the video is modeled separately, creating a
single HMM for each spatio-temporal “tube” of observations.
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Another study that focuses on detecting abnormal crowd behavior is the work of
Mehran et al. [MEH 09]. Instead of explicitly modeling a set of distinct locations
within the video as in Kratz et al., this work takes a holistic approach that uses
optical flow to compute a “social” force between moving people to extract
interaction forces. The interaction forces are then used to model the normal
behaviors using a bag-of-words representation.

15.2.4. Detecting and tracking in a crowded scene

Person detection and tracking is one of the most researched areas in computer
vision, and a substantial body of work has been devoted to this problem. In general,
the goal of these works is to determine the location of individuals as they move
within crowded scenes.

Tracking in crowded scenes has been addressed in a variety of contexts,
including the study of dense clouds of bats [BET 07] and biological cells in
microscopy images [LI 07] as well as medium- to high-density gatherings of people
in monocular video sequences [GEN 07, LIN 06, BRO 06, LEI 07, BRE 10, ALI 08,
ZHA 08] and multiple camera configurations [FLE 07, KHA 06].

In medium-density crowded scenes, research has been done on tracking-by-
detection methods [LEI 07, BRE 10] in multiobject tracking. Such approaches
involve the continuous application of a detection algorithm in individual frames and
the association of detections across frames.

Another approach followed by several studies centers around learning scene-
specific motion patterns, which are then used to constrain the tracking problem. In
[ALI 08], global motion patterns are learned and participants of the crowd are
assumed to behave in a manner similar to the global crowd behavior. Overlapping
motion patterns have been studied [ROD 09] as a means of coping with multimodal
crowd behaviors. These types of approaches operate in the off-line batch mode
(i.e. when the entire test sequence is available during training and testing) and are
usually tied to a specific scene. Furthermore, they are not well suited for tracking
rare events that do not conform to the global behavior patterns of the same video.

In the following section, we describe a crowd tracking algorithm that builds
on the progress in large database-driven methods, which have demonstrated a
great promise for a number of tasks including: object recognition [LIU 09, RUS 07,
RUS 09], scene completion [HAY 07], recognizing human actions in low-resolution
videos [EFR 03] as well as predicting and transferring motion from a video to a
single image [LIU 08, YUE 10].
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15.3. Data-driven crowd analysis in videos

Here, we wish to use a large collection of crowd videos to learn crowd motion
patterns by performing long-term analysis in an off-line manner. The learned motion
patterns can be used in a range of application domains such as crowd event
detection or anomalous behavior recognition. In this particular work, we choose to
use the motion patterns learned on the database to drive a tracking algorithm.
The idea is that any given crowd video can be thought of as being a mixture of
previously observed videos. For example, a crowded marathon video, such as the
one depicted in the middle of Figure 15.2, contains regions that are similar to other
crowd videos. In it, we observe a region of people running in a downward direction,
similar to the video depicted in the top left, as well as a region containing people
running toward the right, as in the video depicted in the bottom left. These different
videos can provide us with strong cues as to how people behave in a particular
region of a crowd. By learning motion patterns from a large collection of crowded
scenes, we should be able to better predict the motion of individuals in a crowd.

Figure 15.2. A crowded scene in the middle depicted as a combination of previously
observed crowd patches. Each crowd patch contains a particular combination of crowd

behavior patterns (people running in a particular direction in this example)

Our data-driven tracking algorithm is composed of three components: we start by
learning a set of motion patterns off-line from a large database of crowd videos.
Subsequently, given an input video, we proceed to obtain a set of coarsely matching
crowd videos retrieved from the large crowd database. Having obtained a subset of
videos that roughly match the scale and orientation of our testing sequence, in the
second phase of our algorithm, we use this subset of videos to match patches of the
input crowded scene. Our goal is to explain the input video by the collection of
space–time patches of many other videos and to transfer learned patterns of crowd
behavior from videos in the database. The final component of our algorithm pertains
to how we incorporate the transfered local behavior patterns as motion priors into a
tracking framework. The three components of the approach are described next.
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15.3.1. Off-line analysis of crowd video database

A crowd motion pattern refers to a set of dominant displacements observed in a
crowded scene over a given timescale. These observed motion patterns either can be
represented directly, using low-level motion features such as optical flow, or can be
modeled at a higher level, by a statistical model of flow directions obtained from a
long-term analysis of a video. In this section, we describe each of these
representations.

Low-level representation: examples of low-level motion features include sparse
or dense optical flows, spatiotemporal gradients, and feature trajectories obtained
using Kanade–Lucas–Tomasi feature tracking. In this work, a low-level crowd
pattern representation is a motion flow field that consists of a set of independent
flow vectors representing the instantaneous motion present in the frame of a video.
The motion flow field is obtained by first using an existing optical flow method
[LUC 81] to compute the optical flow vectors in each frame, and then combining the
optical flow vectors from a temporal window of frames of the video into a single
global motion field.

Mid-level representation: an alternative representation of crowd motion patterns
forgoes directly incorporating low-level motion features in favor of a hierarchical
Bayesian model of the features. The main thrust behind the use of an unsupervised
hierarchical model within this domain is that it allows for a long-term analysis of a
scene and can capture both overlapping behaviors at any given location in a scene
and spatial dependencies between behaviors. For this purpose, we adopt the
representation used in [ROD 09] that employs a correlated topic model (CTM)
[BLE 07] based on a logistic normal distribution, a distribution that is capable of
modeling dependence between its components. The CTM allows for an unsupervised
framework for modeling the dynamics of crowded and complex scenes as a mixture
of behaviors by capturing spatial dependencies between different behaviors in the
same scene.

15.3.2.Matching

Given a query test video, our goal here is to find similar crowded videos in the
database with the purpose of using them as behavior priors. The aproach consists of
a two-stage matching procedure depicted in Figure 15.3, which we describe in the
remainder of this section.

Global crowded scene matching: our aim in this phase is to select a subset of
videos from our dataset that share similar global attributes (Figure 15.3(b)). Given
an input video in which we wish to track an individual, we first compute the GIST
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[OLI 01] descriptor of the first frame. We then select the top 40 nearest neighbors
from our database. By searching for similar crowded scenes first, instead of directly
looking for local matching regions in a crowd video, we avoid searching among the
several million crowd patches in our database and thus dramatically reduce the
memory and computational requirements of our approach.

Figure 15.3. Global and local crowd matching. a) Testing video. b) Nearest neighbors
retrieved from the database of crowd videos using global matching. c) A query crowd
patch from the testing video. d) Matching crowd patches from the pool of global nearest

neighbor matches

Crowd patch matching: given a set of crowded scenes that roughly match a
testing video, we proceed to retrieve local regions that exhibit similar spatiotemporal
motion patterns from this subset of videos.

A number of different space–time feature descriptors have been proposed. Most
feature descriptors capture local shape and motion in a neighborhood of interest
using spatiotemporal image gradients and/or optical flow. In our experiments,
we use the HOG3D descriptor [KLA 08], which has demonstrated excellent
performance in action recognition [WAN 09]. Given a region of interest in our
testing video (i.e. current tracker position), we compute HOG3D of the corresponding
spatiotemporal region of the video. We then proceed to obtain a set of similar
crowd patches from the preselected pool of global matching crowd scenes by
retrieving the k-nearest neighbors from the crowd patches that belong to the global
matching set (Figure 15.3(d)).
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15.3.3. Transferring learned crowd behaviors

We incorporate the precomputed motion patterns associated with matching
crowd patches as additional behavior priors over a standard Kalman filter tracker.
When there is no behavior prior to be used in tracking, the linear motion model
alone drives the tracker and equal weighting is given to the Kalman prediction and
measurement. However, if we wish to incorporate information from the learned
motion patterns as an additional prior, the Kalman prediction and measurement are
reweighted to reflect the likelihood of the behavior observed in the test video given
the learned motion patterns transferred from the database.

15.3.4. Experiments and results

This section evaluates our approach on a challenging video dataset collected
from the Web and spanning a wide range of crowded scenes.

In order to track individuals in a wide range of crowd scenes, we aim to sample
the set of crowd videos as broadly as possible. To this end, we construct our crowd
video collection by trawling and downloading videos from search engines and stock
footage websites (such as Getty Images, Google video and BBC Motion Gallery)
using text queries such as “crosswalk”, “political rally”, “festival” and “marathon”.
We discard duplicate videos, as well as videos taken using alternative imaging
methods such as time-lapse videos and videos taken with tilt-shift lenses. Our
database contains 520 unique videos varying from two to five minutes (624 min in
total) and resized to 720 × 480 resolution.

The main testing scenario of this work focuses on tracking rare and abrupt
behaviors of individuals in a crowd. This class of behaviors refers to motions of an
individual within a crowd that do not conform to the global behavior patterns of the
same video, such as an individual walking against the flow of traffic.

Figure 15.4 depicts an example of such relatively rare crowd events. In order to
assess the performance of the proposed data-driven model in tracking this class of
events, we select a set of 21 videos containing instances of relatively rare events.
First, the baseline tracking algorithm consists of the linear Kalman tracker with no
additional behavior prior. Second, the baseline learns motion priors on the testing
video itself (batch mode) using the CTM motion representation [ROD 09]. Last, the
proposed data-driven approach transfers motion priors from the top k matching
database videos, for which motion patterns have been learned off-line using the
CTM motion representation.

The rare events are not common in most videos. Therefore, there may only be a
few examples throughout the course of a video sequence. In these scenarios, the
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data-driven tracking approach is expected to work better than batch mode methods,
which learn motion priors from the testing video itself. This is due to the fact that
the test videos alone are not likely to contain sufficient repetitions of rare events to
effectively learn motion priors for this class of events.

Figure 15.4. Data-driven track of a person walking across a crowded demonstration.
The top matched crowd patches are depicted on the right

The results indicate that batch mode tracking is unable to effectively capture
strong motion priors for temporally short events that only occur once throughout a
video (with a mean tracking error of 58.82 pixels), whereas data-driven tracking
(with a mean tracking error of 46.88 pixels) is able to draw motion priors from
crowd patches that both roughly match the appearance of the tracked agent, and
exhibit a strongly defined motion pattern. The linear Kalman tracker baseline
performs the worst (with a mean tracking error of 89.80 pixels). Figure 15.4 depicts
a successfully tracked individual moving perpendicular to the dominant flow of
traffic in a political rally scene. The corresponding nearest neighbors are crowd
patches that, for the most part, contain upward-moving behaviors from the crowd
database. Besides, it can be noted that the retrieved crowd patches belong to
behaviors that are commonly repeated throughout the course of a clip, such as
crossing a busy intersection in the upward direction. By matching a rare event in a
testing video with a similar (yet more commonly observed) behavior in our
database, we are able to incorporate these strong motion cues as a means of
improving tracking performance.
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The results above provide a compelling reason for searching a large collection of
videos for motion priors when tracking events that do not follow the global crowd
behavior pattern. Searching for similar motion patterns in our large database has
proven to provide better motion priors, which act as strong cues that improve
accuracy when tracking rare events.

15.4. Density-aware person detection and tracking in crowds

Although the person tracker described in the previous section works relatively
well, its drawback is that it has to be initialized manually, for example, by clicking
on the person we wish to track in the video.

In recent years, significant progress has been made in the field of object
detection and recognition [DAL 05, EVE 10, FEL 10]. While standard “scanning-
window” methods attempt to localize objects independently, several recent approaches
extend this work and exploit scene context as well as relations among objects for
improved object recognition [DES 09a, YAO 10, RAB 10, TOR 03]. Related ideas
have been investigated for human motion analysis in which incorporating the scene
level and behavioral factors effecting the spatial arrangement and movement of people
has been shown effective for achieving improved detection and tracking accuracy.
Examples of explored cues include the destination of a pedestrian within the scene
[PEL 09], repulsion from nearby agents due to the preservation of personal space
and social grouping behavior [BRE 10], as well as the speed of an agent in the group
[JOH 07].

We follow this line of work and extend it to the detection and tracking of people
in high-density crowds. Rather than modeling individual interactions of people, this
work exploits information at the global scene level provided by the crowd density
and scene geometry. Crowd density estimation has been addressed in a number of
recent works that often pose it as a regression problem [LEM 10, CHA 08, KON 06]
(see section 15.2.2). Such methods avoid the hard detection task and attempt to infer
person counts directly from low-level image measurements, for example histograms
of feature responses. Such methods, hence, provide person counts in image regions
but are uncertain about the location of people in these regions. This information is
complementary to the output of standard person detectors that optimize the precise
localization of individual people but lack the global knowledge on the crowd
structure. Our precise goal and contribution is to combine these two sources of
complementary information for improved person detection and tracking. The
intuition behind our method is illustrated in Figure 15.5 where the constraints of
person counts in local image regions help improve the standard head detector.

We formulate our method in the energy minimization framework, which
combines crowd density estimates with the strength of individual person detections.
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We minimize this energy by jointly optimizing the density and the location of
individual people in the crowd. We demonstrate how such optimization leads to
significant improvements of state-of-the-art person detection in crowded scenes with
varying densities. In addition to crowd density cues, we explore constraints provided
by scene geometry and temporal continuity of person tracks in the video and
demonstrate further improvements for person tracking in crowds. We validate our
approach on challenging crowded scenes from multiple video datasets.

Figure 15.5. Individual head detections provided by state-of-the-art object
detector [FEL 10] (bottom left; dark: false positives; light: true positives) are

improved significantly by our method (bottom right) using the crowd
density estimate (top right) obtained from the original frame (top left)

15.4.1. Crowd model

We formulate the density-informed person detection as follows. We assume to
have a confidence score of a person detector for each location , 1… in
an image. In addition, we assume we are given a person density, that is the number
of people per pixel, , estimated in a window of size σ at each location . The
density estimation is carried out using the regression-based method outlined in
[LEM 10].

The goal is to identify locations of people in the image such that the sum of
detector confidence scores at those locations is maximized while respecting the
density of people given by and preventing significantly overlapping detections,
that is detections with the area overlap greater than a certain threshold. Using similar
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notation as in [DES 09a], we encode detections in the entire image by a single N
vector x 0,1 where 1 if the detection at is “switched on” and 0
otherwise. The detection problem can then be formulated as the minimization of the
following cost function:
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Minimizing the first term, , in [15.1] ensures the high confidence values of the
person detector at locations of detected people (indicated by 1). The second,
pair-wise, term ensures that only valid configurations of non-overlapping
detections are selected. This is achieved by setting ∞ if detections at
locations and have significant area overlap ratio, and 0 otherwise. The first two
terms of the cost function are similar to the formulation used in [DES 09a] and
implement a variation in the standard non-maximum suppression. In addition, we
introduce a new term, , that concerns the crowd density and penalizes the
difference between the density (1) measured with a regression-based density
estimator D and (2) obtained by counting “switched on” (or active) detections x. The
evaluation of the density of active detections in x is performed by matrix
multiplication Ax, where A is a matrix with rows
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corresponding to Gaussian windows of size centered at positions . To balance
the contributions of person detection and density estimation, we introduce in [15.1] a
weighting parameter α, which we set manually during training.

The idea of minimizing the term is illustrated in Figure 15.6. Intuitively,
optimizing the cost [15.1] including the third density term , helps in improving
person detection by penalizing confident detections in low person density image
regions while promoting low-confidence detections in high person density regions.

15.4.2. Tracking detections

The objective here is to associate head detections in all frames into a set of head
tracks corresponding to individual people within the crowd across time.

We follow the tracking-by-detection approach of [EVE 06], which demonstrated
excellent performance in tracking faces in TV footage, but here apply it to track
heads in crowded video scenes. The method uses local point tracks throughout the
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video to associate detections of the same person obtained in individual frames. For
each crowd video sequence, we obtain point tracks using the Kanade–Lucas–Tomasi
tracker [SHI 94]. The point tracks are used to establish correspondence between
pairs of heads that have been detected within the crowd. The head detections are
then grouped into tracks using a simple agglomerative clustering procedure.

Figure 15.6. Illustration of the energy term ED from [15.1]. Minimizing ED implies reducing
the difference (top right) in person density estimates obtained by the estimator D(p) (black)

and by locally counting person detections (gray)

In the next section, we demonstrate the improvement in detection performance
using this type of tracking by association: missing detections below detection
threshold can be filled in, and short tracks corresponding to false positive detections
can be discarded. Although not done here, the data-driven priors described in section
15.3 could also be incorporated into this tracking-by-detection framework, for
example, to help resolve ambiguities due to occlusions.

15.4.3. Evaluation

In order to test and compare the detection performance, we follow the PASCAL
VOC evaluation protocol [EVE 10]. To demonstrate the advantage of our method on
the detection task, we have compared it to three alternative detectors. Our first
baseline detector is [FEL 10], which was trained on our training data. The second
detector integrates the baseline detector with geometric filtering imposing a
constraint on the size of detections, where too big and too small detections are
discarded according to the geometry of the scene [HOI 08, ROD 11b]. The third
detector integrates temporal consistency constraints using tracking.
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Finally, our density-aware detector optimizes the introduced cost function [15.1]
and integrates geometric filtering and temporal consistency constraints as in the case
of other detectors. The comparative evaluation is presented in Figure 15.8. As can be
observed, the density-aware detector outperforms all three other detectors by a large
margin. Qualitative detection results are illustrated in Figure 15.7.

Figure 15.7. Examples of detection and tracking results for different crowded
scenes and levels of person density. See more results at
http://www.di.ens.fr/willow/research/crowddensity/

To gain an understanding of the density constraint introduced in this work,
Figure 15.8 also shows detection results for the density-aware detector using
ground truth density estimation. Interestingly, the detection performance increases
significantly in this case, suggesting that our detector can benefit much from better
density estimates. As expected, the performance of the detector increases for the
more localized ground truth density estimator with small values of .

Tracking: the objective of this set of experiments is to assess the improvement
that can be attained in tracking accuracy using the proposed density-aware crowd
model in the presence of a range of crowd densities. In our evaluation, we employed
a collection of 13 video clips captured at a large political rally; examples of the
video frames from this dataset are depicted in Figure 15.7. On average, each video
clip is roughly two minutes long with a frame size of 720 × 480.

Quantitative analysis of the proposed tracking algorithm was performed by
generating ground-truth trajectories for 122 people, who were selected randomly
from the set of all the people in the crowd. The ground truth was generated by
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manually tracking the centroid of each selected person across the video. In our
experiments, we evaluate tracks independently, by measuring tracking error
(measured in pixels) that is achieved by comparing the tracker position at each
frame with respect to the position indicated by the ground truth. When our system
does not detect a person who has been labeled in the ground truth, this
corresponding track is considered lost. In total, our system was able to detect and
track 89 out of the 122 labelled individuals.

Figure 15.8. Evaluation of person detection performance. Precision–recall curves for the a)
baseline detector, b) after geometric filtering, c) tracking by agglomerative clustering and d)
using the proposed density-aware person detector. Note the significant improvement in
detection performance obtained by the density-aware detector. For comparison, the plot also
shows performance of the density-aware detector using the ground truth density, obtained by
smoothing ground truth detections by a Gaussian with different sigmas e–h). Note the
improvement in performance for smaller sigmas. In this case, for sigma approaching zero, the
density would approach the ground truth and hence the perfect performance.

A set of trajectories generated by our tracking algorithm is shown in Figure 15.7.
The average tracking error obtained using the proposed model was 52.61 pixels. In
order to assess the contribution of density estimation in tracking accuracy, a baseline
tracking procedure consisting of detection, geometric filtering and tracking by
agglomerative clustering was evaluated. The mean tracking error of this baseline
algorithm was 64.64 pixels.

We further evaluated the ability to track people over a span of frames by
measuring the difference in the length of the generated tracks in relation to the
manually annotated tracks. The mean absolute difference between the length of the
ground-truth tracks and the tracks generated by our system was 18.31 frames,
whereas the baseline (which does not incorporate density information) resulted in a
mean difference of 30.48 frames. It can be observed from these results that our
tracking is very accurate, in most cases, and is able to maintain correct track labels
over time.
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15.5. Conclusions and directions for future research

We have approached crowd analysis from a new direction. Instead of learning a
set of collective motion patterns that are geared toward constraining the likely
motions of individuals from a specific testing scene, we have demonstrated that
there are several advantages to searching for similar behaviors among crowd motion
patterns in other videos. We have also shown that automatically obtained person
density estimates can be used to improve person localization and tracking performance.

There are several possible extensions of this work. First, in section 15.3, we have
shown that motion priors can be transferred from a large database of videos. If the
database is annotated, for example, with semantic behavior labels, such annotations
can be transferred to the test video to act as a prior for behavior recognition in the
manner of [RUS 07]. Second, in section 15.4, we have formulated a model for
person detection and density estimation in individual video frames. The model can
be further extended to multiple video frames including person detection, density
estimation and tracking in a single cost function. Finally, methods described in
sections 15.3 and 15.4 can be combined into a single model enabling person
detection, density estimation and tracking with data-driven priors.

There are several challenges and open problems in the analysis of crowded
scenes. First, modeling and recognition of events involving interactions between
people and objects still remains a challenging problem. Examples include a person
pushing a baby carriage or a fight between multiple people. Second, suitable priors
for person detection, tracking as well as behavior and activity recognition are also an
open problem. Such priors would enable us to predict the likely events in the scene
[LIU 08]. At the same time, detected but unlikely events under the prior may be
classified as unusual. Finally, the recent progress in visual object and scene
recognition has been enabled by the availability of large-scale annotated image
databases. Examples include PASCAL VOC [EVE 10], LabelMe [RUS 08] or
ImageNet [DEN 09] datasets. We believe that similar data collection and annotation
efforts are important to help the progress in the visual analysis of crowd videos and
broader surveillance.
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