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The player kicked the ball.  

The patient kicked the habit.  

The villain kicked the bucket. 

The verbs are the same. 

The syntax is identical. 

Does the brain notice, or care, 

that the first is literal, the second  

metaphorical, the third idiomatic? 

It sounds like a question that only a linguist could love. But neuroscientists have 

been trying to answer it using exotic brain-scanning technologies. Their findings 

have varied wildly, in some cases contradicting one another. If they make progress, 

the payoff will be big. Their findings will enrich a theory that aims to explain how 

wet masses of neurons can understand anything at all. And they may drive a stake 



into the widespread assumption that computers will inevitably become conscious in 

a humanlike way. 

The hypothesis driving their work is that metaphor is central to language. Metaphor 

used to be thought of as merely poetic ornamentation, aesthetically pretty but 

otherwise irrelevant. "Love is a rose, but you better not pick it," sang Neil Young in 

1977, riffing on the timeworn comparison between a sexual partner and a 

pollinating perennial. For centuries, metaphor was just the place where poets went 

to show off. 
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But in their 1980 book, Metaphors We Live By,the linguist George Lakoff (at the 

University of California at Berkeley) and the philosopher Mark Johnson (now at 

the University of Oregon) revolutionized linguistics by showing that metaphor is 

actually a fundamental constituent of language. For example, they showed that in 

the seemingly literal statement "He’s out of sight," the visual field is metaphorized 

as a container that holds things. The visual field isn’t really a container, of course; 

one simply sees objects or not. But the container metaphor is so ubiquitous that it 

wasn’t even recognized as a metaphor until Lakoff and Johnson pointed it out. 

From such examples they argued that ordinary language is saturated with 

metaphors. Our eyes point to where we’re going, so we tend to speak of future time 

as being "ahead" of us. When things increase, they tend to go up relative to us, so 

we tend to speak of stocks "rising" instead of getting more expensive. "Our 

ordinary conceptual system is fundamentally metaphorical in nature," they wrote. 

What’s emerging from these studies isn’t 
just a theory of language or of metaphor. 
It’s a nascent theory of consciousness. 

Metaphors do differ across languages, but that doesn’t affect the theory. For 

example, in Aymara, spoken in Bolivia and Chile, speakers refer to past 

experiences as being in front of them, on the theory that past events are "visible" 

and future ones are not. However, the difference between behind and ahead is 

relatively unimportant compared with the central fact that space is being used as a 

http://chronicle.com/article/The-Power-of-Mental-Pictures/148497/


metaphor for time. Lakoff argues that it isimpossible—not just difficult, but 

impossible—for humans to talk about time and many other fundamental aspects of 

life without using metaphors to do it. 

Lakoff and Johnson’s program is as anti-Platonic as it’s possible to get. It 

undermines the argument that human minds can reveal transcendent truths about 

reality in transparent language. They argue instead that human cognition is 

embodied—that human concepts are shaped by the physical features of human 

brains and bodies. "Our physiology provides the concepts for our philosophy," 

Lakoff wrote in his introduction to Benjamin Bergen’s 2012 book, Louder Than 

Words: The New Science of How the Mind Makes Meaning. Marianna Bolognesi, 

a linguist at the International Center for Intercultural Exchange, in Siena, Italy, puts 

it this way: "The classical view of cognition is that language is an independent 

system made with abstract symbols that work independently from our bodies. This 

view has been challenged by the embodied account of cognition which states that 

language is tightly connected to our experience. Our bodily experience." 

Modern brain-scanning technologies make it possible to test such claims 

empirically. "That would make a connection between the biology of our bodies on 

the one hand, and thinking and meaning on the other hand," says Gerard Steen, a 

professor of linguistics at VU University Amsterdam. Neuroscientists have been 

stuffing volunteers into fMRI scanners and having them read sentences that are 

literal, metaphorical, and idiomatic. 

Neuroscientists agree on what happens with literal sentences like "The player 

kicked the ball." The brain reacts as if it were carrying out the described actions. 

This is called "simulation." Take the sentence "Harry picked up the glass." "If you 

can’t imagine picking up a glass or seeing someone picking up a glass," Lakoff 

wrote in a paper with Vittorio Gallese, a professor of human physiology at the 

University of Parma, in Italy, "then you can’t understand that sentence." Lakoff 

argues that the brain understands sentences not just by analyzing syntax and 

looking up neural dictionaries, but also by igniting its memories of kicking and 

picking up. 



But what about metaphorical sentences like "The patient kicked the habit"? An 

addiction can’t literally be struck with a foot. Does the brain simulate the action of 

kicking anyway? Or does it somehow automatically substitute a more literal verb, 

such as "stopped"? This is where functional MRI can help, because it can watch to 

see if the brain’s motor cortex lights up in areas related to the leg and foot. 

The evidence says it does. "When you read action-related metaphors," says 

Valentina Cuccio, a philosophy postdoc at the University of Palermo, in Italy, "you 

have activation of the motor area of the brain." In a 2011 paper in the Journal of 

Cognitive Neuroscience, Rutvik Desai, an associate professor of psychology at the 

University of South Carolina, and his colleagues presented fMRI evidence that 

brains do in fact simulate metaphorical sentences that use action verbs. When 

reading both literal and metaphorical sentences, their subjects’ brains activated 

areas associated with control of action. "The understanding of sensory-motor 

metaphors is not abstracted away from their sensory-motor origins," the researchers 

concluded. 

Textural metaphors, too, appear to be simulated. That is, the brain processes "She’s 

had a rough time" by simulating the sensation of touching something rough. Krish 

Sathian, a professor of neurology, rehabilitation medicine, and psychology at 

Emory University, says, "For textural metaphor, you would predict on the Lakoff 

and Johnson account that it would recruit activity- and texture-selective 

somatosensory cortex, and that indeed is exactly what we found." 

But idioms are a major sticking point. Idioms are usually thought of as dead 

metaphors, that is, as metaphors that are so familiar that they have become clichés. 

What does the brain do with "The villain kicked the bucket" ("The villain died")? 

What about "The students toed the line" ("The students conformed to the rules")? 

Does the brain simulate the verb phrases, or does it treat them as frozen blocks of 

abstract language? And if it simulates them, what actions does it imagine? If the 

brain understands language by simulating it, then it should do so even when 

sentences are not literal. 

The findings so far have been contradictory. Lisa Aziz-Zadeh, of the University of 

Southern California, and her colleagues reported in 2006 that idioms such as "biting 



off more than you can chew" did not activate the motor cortex. So did Ana Raposo, 

then at the University of Cambridge, and her colleagues in 2009. On the other hand, 

Véronique Boulenger, of the Laboratoire Dynamique du Langage, in Lyon, France, 

reported in the same year that they did, at least for leg and arm verbs. 

In 2013, Desai and his colleagues tried to settle the problem of idioms. They first 

hypothesized that the inconsistent results come from differences of methodology. 

"Imaging studies of embodiment in figurative language have not compared idioms 

and metaphors," they wrote in a report. "Some have mixed idioms and metaphors 

together, and in some cases, ‘idiom’ is used to refer to familiar metaphors." Lera 

Boroditsky, an associate professor of psychology at the University of California at 

San Diego, agrees. "The field is new. The methods need to stabilize," she says. 

"There are many different kinds of figurative language, and they may be 

importantly different from one another." 

Not only that, the nitty-gritty differences of procedure may be important. "All of 

these studies are carried out with different kinds of linguistic stimuli with different 

procedures," Cuccio says. "So, for example, sometimes you have an experiment in 

which the person can read the full sentence on the screen. There are other 

experiments in which participants read the sentence just word by word, and this 

makes a difference." 

To try to clear things up, Desai and his colleagues presented subjects inside fMRI 

machines with an assorted set of metaphors and idioms. They concluded that in a 

sense, everyone was right. The more idiomatic the metaphor was, the less the motor 

system got involved: "When metaphors are very highly conventionalized, as is the 

case for idioms, engagement of sensory-motor systems is minimized or very brief." 

But George Lakoff thinks the problem of idioms can’t be settled so easily. The 

people who do fMRI studies are fine neuroscientists but not linguists, he says. 

"They don’t even know what the problem is most of the time. The people doing the 

experiments don’t know the linguistics." 

That is to say, Lakoff explains, their papers assume that every brain processes a 

given idiom the same way. Not true. Take "kick the bucket." Lakoff offers a theory 

of what it means using a scene from Young Frankenstein. "Mel Brooks is there and 



they’ve got the patient dying," he says. "The bucket is a slop bucket at the edge of 

the bed, and as he dies, his foot goes out in rigor mortis and the slop bucket goes 

over and they all hold their nose. OK. But what’s interesting about this is that the 

bucket starts upright and it goes down. It winds up empty. This is a metaphor—that 

you’re full of life, and life is a fluid. You kick the bucket, and it goes over." 

That’s a useful explanation of a rather obscure idiom. But it turns out that when 

linguists ask people what they think the metaphor means, they get different 

answers. "You say, ‘Do you have a mental image? Where is the bucket before it’s 

kicked?’ " Lakoff says. "Some people say it’s upright. Some people say upside 

down. Some people say you’re standing on it. Some people have nothing. You 

know! There isn’t a systematic connection across people for this. And if you’re 

averaging across subjects, you’re probably not going to get anything." 

Similarly, Lakoff says, when linguists ask people to write down the idiom "toe the 

line," half of them write "tow the line." That yields a different mental simulation. 

And different mental simulations will activate different areas of the motor cortex—

in this case, scrunching feet up to a line versus using arms to tow something heavy. 

Therefore, fMRI results could show different parts of different subjects’ motor 

cortexes lighting up to process "toe the line." In that case, averaging subjects 

together would be misleading. 

Furthermore, Lakoff questions whether functional MRI can really see what’s going 

on with language at the neural level. "How many neurons are there in one pixel or 

one voxel?" he says. "About 125,000. They’re one point in the picture." MRI lacks 

the necessary temporal resolution, too. "What is the time course of that fMRI? It 

could be between one and five seconds. What is the time course of the firing of the 

neurons? A thousand times faster. So basically, you don’t know what’s going on 

inside of that voxel." What it comes down to is that language is a wretchedly 

complex thing and our tools aren’t yet up to the job. 

Nonetheless, the work supports a radically new conception of how a bunch of 

pulsing cells can understand anything at all. In a 2012 paper, Lakoff offered an 

account of how metaphors arise out of the physiology of neural firing, based on the 

work of a student of his, Srini Narayanan, who is now a faculty member at 



Berkeley. As children grow up, they are repeatedly exposed to basic experiences 

such as temperature and affection simultaneously when, for example, they are 

cuddled. The neural structures that record temperature and affection are repeatedly 

co-activated, leading to an increasingly strong neural linkage between them. 

However, since the brain is always computing temperature but not always 

computing affection, the relationship between those neural structures is 

asymmetric. When they form a linkage, Lakoff says, "the one that spikes first and 

most regularly is going to get strengthened in its direction, and the other one is 

going to get weakened." Lakoff thinks the asymmetry gives rise to a metaphor: 

Affection is Warmth. Because of the neural asymmetry, it doesn’t go the other way 

around: Warmth is not Affection. Feeling warm during a 100-degree day, for 

example, does not make one feel loved. The metaphor originates from the 

asymmetry of the neural firing. Lakoff is now working on a book on the neural 

theory of metaphor. 

If cognition is embodied, that raises problems for artificial intelligence. Since 

computers don’t have bodies, let alone sensations, what are the implications of 

these findings for their becoming conscious—that is, achieving strong AI? Lakoff 

is uncompromising: "It kills it." Of Ray Kurzweil’s singularity thesis, he says, "I 

don’t believe it for a second." Computers can run models of neural processes, he 

says, but absent bodily experience, those models will never actually be conscious. 

On the other hand, roboticists such as Rodney Brooks, an emeritus professor at the 

Massachusetts Institute of Technology, have suggested that computers could be 

provided with bodies. For example, they could be given control of robots stuffed 

with sensors and actuators. Brooks pondered Lakoff’s ideas in his 2002 book, Flesh 

and Machines, and supposed, "For anything to develop the same sorts of conceptual 

understanding of the world as we do, it will have to develop the same sorts of 

metaphors, rooted in a body, that we humans do." 

But Lera Boroditsky wonders if giving computers humanlike bodies would only 

reproduce human limitations. "If you’re not bound by limitations of memory, if 

you’re not bound by limitations of physical presence, I think you could build a very 



different kind of intelligence system," she says. "I don’t know why we have to 

replicate our physical limitations in other systems." 

What’s emerging from these studies isn’t just a theory of language or of metaphor. 

It’s a nascent theory of consciousness. Any algorithmic system faces the problem 

of bootstrapping itself from computing to knowing, from bit-shuffling to caring. 

Igniting previously stored memories of bodily experiences seems to be one way of 

getting there. And so may be the ability to create asymmetric neural linkages that 

say this is like (but not identical to) that. In an age of brain scanning as well as 

poetry, that’s where metaphor gets you. 

Michael Chorost is the author of Rebuilt: How Becoming Part Computer Made Me 

More Human (Houghton Mifflin, 2005) and World Wide Mind: The Coming 

Integration of Humanity, Machines, and the Internet (Free Press, 2011). 

 


