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Abstract

This master thesis presents my reasearch work conducted between october 2017 and august
2018. This master thesis studies how we can use twitter texts and images posted by an author in
order to predict the gender of this author. More precisely, this work presents my participation to the
2018 PAN author profiling challenge [1]. Given texts and images from some Twitter’s authors, the
goal of the PAN task was to predict the gender of the authors. Three languages were considered
(Arabic, English and Spanish) and several prediction types were evaluated (only from texts, only
from images and combined).  We achieved an accuracy of 80.24% for the combined prediction,
which ranked our approach as fourth of the 2018 PAN author profiling challenge [35].

The final submitted system is a stacked classifier composed of two main parts. The first one,
based on previous PAN author profiling editions, deals with gender prediction from texts. It consists
in a pipeline of preprocessing, word n-grams from 1 to 2, TF-IDF with sublinear scaling and Linear
Support Vector classification. The second part is  formed by different layers of classifiers used for
gender  estimation  from images:  four  base classifiers  (object  detection,  face  recognition,  colour
histograms, local binary patterns) in the first layer, a meta classifier in the second layer and an
aggregation classifier as third layer. Finally, the two gender predictions, from texts and images, feed
into the last layer classifier that provides the combined gender predictions, based on the idea of
stacking.

Once the challenge was over, further experiments were lead in order to improve the final
submitted system, with a focus on the prediction based on images. Those experiments deal with the
training of language-specialized image classifiers and with the addition of new stacking layers.
While the language-specialized approach did not improve our image classifier  performance, the
addition of a new layer of stacking allowed to improve its prediction performance by approximately
2%.
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1. Introduction

1.1. Author profiling: definition and generalities 

Author  profiling  aims  at  determining,  the  more  accurately  possible,  the  "profile"  of  an
unkown author, that is to say the set of characteristics that characterize the author. Common profiles
studied in author profiling are the gender, the age, the native language and the personnality. This
master thesis focuses on gender prediction, which is a sub-category of author profiling.

Author profiling is useful for marketing intelligence [2] [3], in forensics [4] and in security
[5]. For example, from a marketing viewpoint, companies may want to determine the profile of
those who like or dislike a particular product. Another example, in a forensic context, would be to
identify the profile of the author of an anonymous text, in order to profile a potential suspect. For
example, in 2001, Roger Shuy analyzed the writing style of a ransom note and concluded that the
suspect was an educated male from Akron, Ohio. The police then used those informations and was
able to immediatly identify and arrest the real outlaw [6]. 

In the last years, author profiling has focused on social media. Indeed, social media such as
Twitter offer a large amount and variety of data to analyze, which makes it a perfect candidate for
machine  learning approaches  and research  in  authorship  analysis.  Author  profiling  from social
media has been studied since at least 2013, mainly through research tasks proposed by the PAN
annual challenge [7]. Until now, the prediction was based mainly on text taken from social media.
However, the author profiling PAN challenge of this year introduces prediction based on images,
motivated by the fact that images constitute about 36% of all the shared links on Twitter [18] and
that about every 1 in 4 tweets contain images [19].

1.2. The PAN 2018 author profiling task

The CLEF Initiative (Conference and Labs of the Evaluation Forum) is  an organization
which aims at promoting research, innovation and development of information access systems [8].
This initiative also aims at  providing an underlying framework for testing information retrieval
systems,  and at  creating  repositories  of  data  for  researchers  [9].  In  addition,  each  year,  CLEF
organizes workshops and conferences in which a set of challenge tasks related to the Information
Retrieval field are presented.  Researchers then participate  and present their  results,  resulting in
progress and advances in the field of Information Retrieval. PAN is one of the challenges organized
by CLEF. It is a yearly challenge which mainly focuses on author identification, author obfuscation
and author profiling. 

The main goal of this master thesis is to propose a solution to the author profiling task of
PAN 2018 [10]. This task aims at predicting the gender of the author of tweets, based on texts and
images associated to those tweets. More precisely, for each author of the dataset provided by PAN,
based on the 100 texts and 10 images associated to each author, the goal is to predict the gender of
the author ("male" or "female"). 

Three research challenges are thereby raised by the PAN 2018 author profiling task and then
studied in this thesis:

• How can we use text from tweets to predict the gender of an unknown author?
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• How can we use images from tweets to predict the gender of an unknown author?
• How can we combine textual information and images from tweets, in order to provide an

overall improved prediction of the gender of an unknown author?

As a consequence, three subtasks were evaluated for the PAN task: gender prediction based
on text only - called the 'text approach' -, gender prediction based on images only - the 'image
approach' -, and gender prediction based on both text and images - the 'combined approach' -. In
work, we participated in all of those three subtasks.

As previously mentioned, the previous researches regarding author profiling in social media
were, until now, mainly focused on the prediction of profiles from text only, and are then well
studied. As a result, most of our efforts for this thesis were focused on the prediction of the gender
based on images and on the combination of text and images to improve the overral prediction. 

1.3. Contribution

Our contribution is  a  prediction  system based on stacking.  It  is  composed of  two main
independent classifiers and one main meta-classifier:

• The text classifier which uses textual features. It consists in a pipeline of preprocessing,
word n-grams from 1 to 2, TF-IDF with sublinear weighting and a Linear SVM classifier.
This classifier allowed us to achieve an average accuracy (mean of the accuracy on the three
languages) of 79.81%, which ranked our approach 5th of the PAN task for the text-based
prediction [35]. Most of the architecture and code of this  text classifier  is based on the
previous work of G. Kheng [33][34], who participated to the PAN 2017 author profiling
task.

• The image classifier which uses image-based features. This classifier is a classifier with 3
layers, also based on the idea of stacking. The first layer is composed of weak classifiers
based on object detection, face recognition, color histograms and local binary patterns. The
second layer is a meta-classifier which combines the predictions of the weak classifiers. The
third layer is an aggregation classifier which combines the predictions given by the second
layer  for  the 10 images  associated to  the  analyzed author.  This  classifier  allowed us  to
achieve an average accuracy of 69.26%, which ranked our approach 3rd of the PAN task for
the image based prediction. Once the PAN challenge was over, we added an additionnal
layer of stacking to the image classifier, which allowed us to improve the accuracy of our
image classifier by approximately 2%.

• The meta-classifier combines the prediction of the text classifier and of the image classifier
in order to provide a prediction based on the combination of the textual and image-based
features. This classifier allowed us to achieve an average accuracy of 80.24%, which ranked
our approach 4th of the PAN task for the combined prediction.

This thesis is structured as follows. In section 2, we present consecutively the functioning of
our text-based, image-based and final classifiers. Section 3 deals with the results of our approach,
obtained on the PAN 2018 author profiling evaluation dataset. Finally, we draw the conclusion of
our work in section 4.
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2. Related work and state of the art

2.1. Predicting the gender of an author from text only

Two  types  of  features  are  generally  used  for  text  analysis:  content-based  features  and
stylistic  features.  Content-based  features  are  statistical  measurements  based  on  the  text  (word
frequency, information gain per word, tf-idf) [11][12]. Stylistic features are measures based on the
style of authors (function words, part of speech tagging, n-grams) [11][13].

Regarding the gender prediction based on tweet texts, the best approaches from the most
recent PAN challenges can be considered as the state of the art:

• In 2015, González-Gallardo et al. [14] used character n-grams and part of speech n-grams to
train a SVM classifier with a linear kernel. They achieved an average accuracy of 89% for
the gender prediction,  which ranked their  approach around the second best approach for
gender prediction for PAN 2015. Those results showed that character n-grams and part of
speech n-grams can capture well gender information from tweets.

• In 2017, Basile et al. [15] extracted character 3- to 5-grams and word 1- to 2-grams with tf-
idf  weighting  to  train  a  SVM classifier  with  a  linear  kernel.  They achieved an average
accuracy of  82.5% for  the  gender  prediction,  which  ranked  their  approach  as  the  best
approach for gender prediction for PAN 2017. The conclusion of their work was that for the
author profiling tasks of PAN 2017 (gender and language variety prediction from tweets
text), a simple system using word and character n-grams and a liner SVM classifier seems to
be the best solution. In fact, for all the other tested features, none of them improved the
performance over word and character n-grams. SVM seems to be the best learning algorithm
for the amount of data of PAN 2017 (11400 sets of tweets, each set representing a single
author), but with more training data, this paper stands that a neural-network approach would
achieve better results.

2.2. Predicting the gender of an author from images only

Although predicting author characterisics (age, gender, ...) based on text is a problem which
has  been widely studied,  it  is  not the case for  prediction based on images.  In  fact,  if  a  lot  of
reasearches were made to predict the content of an image – such as object recognition [20] or face
detection [21] -, few were focused on predicting characteristics of the author of an image. Thus, we
cannot  talk  about  state  of  the  art  when  we  deal  with  this  problem,  we  can  however  cite  the
following recent studies:

• In 2014, You et al. [16] analyzed images posted by users on Pinterest, to predict the gender
of a user. For each image a Bag of Visual Words model was computed, where visual words
were SIFT features. For each user, a visual profile was computed. To do so, an average of
the Bag of Visual Words vectors associated to each images posted by an user was computed.
Using those visual profiles as features and also by analyzing the posting behavior of the
authors based on the tags associated to the images, You et al. Achieved an accuracy of 72%
for gender prediction.
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• In 2015, Yuan et al. [19] used Twitter images to predict the sentiments associated to a tweet.
They  extracted  low-level  features  from images  such  as  HOG,  GIST,  SSIM  and  GEO-
COLOR-HIST descriptors.  They then  used  the  low-level  features  to  train  classifiers  to
recognize 102 Mid-level attributes such as "glossy", "open area", "still water", etc...  They
also extracted eigenfaces from images to perform face recognition and facial  expression
detection. They then trained a classifier based on mid-level features and one based on facial
emotion detection to perform sentiment prediction. By combining the results of those two
classifiers, they achieved an accuracy of 82,35% for sentiment prediction.

2.3. Predicting the gender of an author from text and images

As for the prediction of author characteristics from images only, we cannot talk of state of
the art for gender prediction based on the combination of text and image features. From the view
studies dealing with this problem, we can cite the work of Sakaki et al. (2014) [17], which extracted
features based on text and images from tweets, in order to predict the gender of the author of the
tweets. 

Two  classifers  were  trained:  one  with  the  textual  features  and  another  with  the  image
features. For the text, a SVM classifier with a linear kernel was trained, with unigrams as features.
For images, 30 SVM classifiers were trained. Each of those 30 classifiers predict the probability of
presence of a particular object in the considered image. By combining the score of the text and
image classifiers with a weighted average, a final prediction score was computed.This combined
approach improved the final prediction accuracy by 0,48% compared to the text analysis alone.
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3. Methods

In this section, we will describe the methods, softwares, algorithms and tools we used in
order to solve the research challenges raised by the  PAN 2018 author profiling task.

3.1. Common workflow for author profiling

Given a set  of documents for which the studied profiles (age,  gender,  ...)  are  unknown,
author profiling aims to assign, for each document, the actual profile of the document. In computer
science, author profiling can then be approached as a supervised classification task, in which the
profiles are the target classes to predict  and the document characteristics (average word length,
word  frequencies,  image  color  histogram ...)  are  used  as  features.  Hence,  a  machine  learning
algorithm is used to train a classifier from a corpus of training documents, each labeled according to
the studied profile. The classifier is then used to predict the profile of any text for which the profile
of the author is unknown.

In the litterature, the task of Author Profiling is generally divided into five steps [28][29]:
preprocessing, document representation, dimensionnality reduction, training and evaluation. Each
of those steps is roughly described below and is discussed in more details later in this section .

1. First a  preprocessing phase is performed to clean up the documents of the whole
corpus or to remove useless data. For example, in tweets, one might want to remove
twitter-specific entities, such as hastags or mentions.

2. Then, the document representation phase extracts and computes, for each document
of the corpus a set of features, such as at the end of this phase, each document is
represented as a vector of features.

3. Sometimes,  a  dimensionnality  reduction  phase  is  processed  after  the  document
representation phase. This phase consists in using various criteria for reducing the
size or the dimension of the data resulting from the document representation step.
Reducing the dimensionality of the vector of features can be usefull either to reduce
the time and storage space required by the classifier or to avoid overfitting due to the
curse of dimensionnality. In our case this step is ignored.

4. Then, the classifier is trained using a machine learning algorithm, during the training
phase. For each document of the training corpus, the associated vector of features
resulting from the previous steps is given as a learning observation. The result of this
phase is  a  trained classifier  which can predict,  for any given text,  the associated
profile.

5. Finally, the performance of the classifier is evaluated during the evaluation phase.
For each document of the test set, its associated vector of features resulting from the
previous phases is given to the classifier which predicts an associated profile. The
classification results of this phase are then gathered and evaluated through a testing
protocol, to measure the performance of the classifier.

Hence,  the  author  profiling  task  mainly  consists  in  mastering  each  of  those  five  steps.
Adapting each step to the particular given author profiling task is also essential in order to obtain
the best results. In the next sections, we detail and explain, for each step, the particular methods,
tools and algorithms we used for each of the steps of this workflow.
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3.2. Preprocessing of text documents

The aim of  the  preprocessing  phase  is  to  apply operations  on  the  documents,  either  to
facilitate the extraction of the features during the document representation phase, or to improve the
quality of the extracted features by cleaning or formating the data.  For this step, preprocessing was
only applied to tweet texts since we did not see anything that could be discarded from images or
could result in overfitting. As a note, only three participants of the PAN task preprocessed images
[35] .

3.2.1. Tokenization

Given a character sequence, tokenization is the task of chopping it up into pieces, called
tokens [30]. The tokenization phase is essential in Natural Language Processing (NLP) since the
computer  can  not  guess  on  its  own which  sequences  of  characters  represent  the  words  of  the
document. In practice, tokenization can be more difficult than it seems. For example, should the
tokenizer consider the sequence "did'nt" as one or two tokens ("did" and "n't")? Simple tokenizers
would consider this example as a single token while other more advanced tokenizers such as the one
of the Natural Language Toolkit [31] can be parameterized to split it into two tokens. 

In this work, we used word level tokens and the NLTK tokenizer. Word tokens are the most
common type of tokens used for non neural network approaches, and as stated in [32], a much
larger dataset than the one proposed by PAN would be necessary to use neural network algorithms.

3.2.2. Preprocessing of twitter specific entities

Since tweets contain special attributes such as hashtags, mentions, and because they contain
a  lot  of  mispelled  words,  some  researchers  came  up  with  new  tweet-specific  preprocessing
techniques. Regarding preprocessing in tweets, several techniques have been proposed in literature
[26]. Considering those approaches we tried several configurations shown in table 1. We discovered
that for Arabic language, our tokenizer (the Python nltk tweet tokenizer) had some difficulties in
handling diacritics, which are a kind of accents used in Arabic language. Specifically, the tokenizer,
when finding a diacritic, split the word in three tokens: the part before the diacritic, the diacritic
itself and the part after. This behaviour leads to worse results therefore we implemented a script for
Arabic  text  normalization  and  tokenization  by  taking  into  account  this  issue.

Considering those results, we decided to use the following preprocessing architecture for
tweets as text. First, we apply HTML unescaping and filtering of URLs and user mentions. Since
those characteristics are not correlated to the language, this operation can be done at the beginning,
independently of the language. Afterwards, for English and Spanish texts, the following actions are
performed:  removal  of  punctuation,  repeating  characters  and  stopwords.  These  operations  are
applied also to Arabic corpus in addition to textual normalization and diacritics removal.
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3.2.3. Tweets concatenation

In his master thesis, G. Kheng [33] studied the impact of tweet concatenation on the author
profiling performance. As he stated, "Large size documents are often richer in terms of information
and might contain a precise ”footprint” of their author. The features one can extract from a 10 pages
novel are probably more subtle and accurate in terms of author representation than those extracted
from a 140 characters long tweet.". He found that aggregating 100 tweets together improved the
overall prediction by about 4,8% compared to a processing each tweet as an individual observation.

As  a  consequence,  we  used  the  aggregation  approach  for  our  text  classifier,  i.e  we
aggregated the 100 tweets associated to each author to one sole document and used this aggregation
as the textual observation for the associated author.

3.3. Features engineering

3.3.1. Features engineering for text

a) N-gram

 In author profiling, N-gram are contiguous sequences of N items from a given text. The
usual items are words (word n-gram) or characters (character n-gram). An n-gram of size 1 is called
a "unigram", size 2 is a "bigram", size 3 a "trigram", etc....[44] In author profiling, n-gram can be
used to represent features such as sequence of words, which can for example denote the style of the
author. Similarly, n-gram can also be used to detect sequences of words that are more used by a
profile. In practice all the n-grams of the corpus represent a dimension of the vector of features. For
each document, the value associated to a n-gram feature would then be the number of times this n-
gram appears in the document (n-gram count). However, tf-idf associated to each n-gram is often
prefered to the n-gram count.

For text classifier, we tried two different approaches regarding n-grams:

• Approach 1: the set of features used by PAN 2017 winner [15] that consists in a combination
of character n-grams from 3 to 5 and word n-grams from 1 to 2 with tf-idf weighting with
sublinear term frequency scaling and a Linear SVM as classifier.

• Approach 2: word n-grams from 1 to 2 with tf-idf weighting with sublinear term frequency
scaling and a Linear SVM as classifier.

According to our experiments shown in table 2, approach 1 gave a result close to approach 2
but having the disadvantage of bigger data structures because of the great number of character
based n-grams. As a consequence, we chose the set of feature of the approach 2.
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b) Term frequency – Inverse document frequency

i) Term frequency

The term frequency tf(t,  d) defines the frequency of a term t in a document d, and can be
computed in many ways. The simplest way is to consider tf(t, d) as the raw count of the term t in the
document d. However, there are other possibilities, such as the raw frequency of the term t, divided
by the maximum number of any term in the document d [45].

ii) Inverse document frequency

The inverse document frequency measures the scarcity of the term accross all documents.
Again, there are several ways of computing the inverse document frequency. A standard approach is
to divide the number of documents by the number of documents that contain the term, and to apply
a log to the result:

with N the number of documents of the corpus, and the denominator the number of documents
containing the term.

iii) Tf-idf

Finally, tf-idf of a term t in a document d, for a corpus D, is calculated as: 
Tf-idf(t, d, D) = tf(t, d) . idf(t, D).

After a grid search performed on all  of the considered parameters for his text classifier,
Kheng [25] found that using tf-idf improved the performance of his text classifier. Tf-idf is also
often used by other state-of-the art author profiling approaches [15] as a mean to normalize data and
to take word importance with regard to a text into account. For all of those reasons, tf-idf was
applied on the 1 to 2 word n-grams used for our text classifier.

3.3.2. Features engineering for images

• Two type  of  features  can  be  extracted  from an  image;  local  features  and global
features: Local features such as SIFT or SURF extract remarkable key points of an
image. Generally, local features are used to compare similar images or to deal with a
precisely defined type of image (e.g to detect the presence of an object in an image).

• Global features such as color histogram, local binary patterns or object detection take
into account the image as a whole and try to extract more general features. Generally,
global features are used to extract common characteristics between images which are
not  particularly  similar  (e.g  for  scene  recognition).  They  can  also  be  built  as  a
generalization of local features. For example, in our case, we use objects detected as
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a global feature, while the detection of objects is based on the detection of key points
in an image. Global features are also a way to achieve acceptable performances when
one does not have at his disposal a dataset large enough to perform a deep learning
architecture for his learning model.

In our case,  our learning dataset is only composed of 75K images,  which would not be
enough to build  a  (very)  deep network which would potentially learn the  discriminative meta-
characteristics  of  the  images  which  can  help  in  predicting  the  gender  of  an  author.  Moreover,
images of the dataset are too much different to use key points to predict the gender of an author. As
a consequence, we chose to use global image features for our image classifier. This is a way of
helping our classifier by computing by ourself high level features we believe discriminative for
gender prediction. The global features used for our image classifier are described below.

a) Color histogram

A color histogram represents the number of pixels that have colors of a color space. In our
case, we consider the RGB color space, i.e for each pixel, we have its intensity in range [0, 255], for
red, green and blue. For our image classifier, we use color histogram as a feature, as a mean of
representing  the  overall  color  distribution  of  an  image.  The  idea  supporting  the  use  of  color
histogram is that female authors might post images with a different color distribution compared to
male authors.

We use opencv [46] to compute the color histogram, i.e the number of pixels of each 256
possible colors of each R,G and B channel. We end up with 3 histograms (one for each channel). An
exemple  of  the  R,G,B  color  histograms  obtained  can  be  seen  with  figure  1.  Our  final  color
histogram feature vector is the concatenantion of those 3 histograms in a final 'flattened histogram',
which is an array of size 768 (256*3). This feature vector is quite big compared to our other feature
vectors and our dataset and can cause 'curse of dimensionality'-type problems, as we will see in the
subsection 4.3.3.b).

b) Local Binary Patterns

Local binary patterns (LBP) is a global feature descriptor which was designed for texture
classification [36]. To do so, each pixel of the image is compared with its neighbors – depending on
a defined radius -, and a value is computed for the considered pixel, depending on the greater or
lower value of its surroundings. An example of different LBP neighborhood which could be used
for the computation of the value of the pixel at the center can be seen with figure 2.

In our case, we use LBP as a mean of computing a texture profile for each image. The idea
supporting  the  use  of  LBP is  that  feamle  authors  might  post  images  with  a  different  texture
distribution compared to male authors. We use scikit-image [37] to compute LBP, with a radius of 8
and a number of points of 24. We end up with a LBP feature vectore of size 26.
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c) Object detection

Object detection is the task of finding the presence of pre-defined objects in an  image.
Object  detection  systems  are  generally  based  on  deep  neural  network  architectures  such  as
tensorflow [38]. In our case, we use YOLO [39] which is a neural network trained on the coco
dataset [40] and which can detect 80 different classes of objects. For each image, YOLO outputs the
labels of the detected class with an associated confidence. An example of image labeled by YOLO
can be seen with figure 3. We then create our object detection vector by counting the number of
objects detected for each of the 80 classes, only considering classes with a confidence superior to
70%.

The idea supporting the use of object detection is that some objects might be more present in
images posted by female authors compared to images posted by female authors, and vice-versa. The
10 most important labels used by our object detection classifier – a random forest classifier in this
case – are visible with their associated weight in table 3. For each label, its associated value is the
value given by the 'feature_importances_' property of a random forest in sklearn [55].

As we can see in the table, the most usefull detected object in our training dataset is 'person',
which  corresponds  to  the  presence  of  an  individual  in  the  picture.  This  label  is  way  more
discriminative than others (5 times more than the second one). Hence, the presence of a person in an
image is a pretty strong indicator of the gender of an author.

d) Facial recognition

Facial recognition systems are systems generally based on deep neural network architectures
which use low level image feature to identify a person [41]. In this work, we use a pre-trained
network [42] which performs gender recognition of a face in an image. The architecture of this pre-
trained network is itself based on Face-Net [43].

Using this pre-trained network, we were able to count the number of males and females in
an image, with an accuracy around 96% and a recall around 50% for both male and female. We thus
have a feature vector for facial recognition which contains 2 elements: the number of male faces
detected in the image and the number of female faces detected.

The idea supporting the use of this feature is that images posted by female authors might
generally contain more (or less) female faces than images posted by male authors.

3.4. Machine learning algorithms

Once the features are extracted for each document, a machine learning algorithm can be
trained on the corpus. The goal of this phase is to produce a classifier which can then used to predict
the author profile of an unknown text.

As  mentioned  in  the  second  section  3.1.  (Common  workflow),  author  profiling  can  be
approached as a supervised classification task, in which the profiles are the target classes to predict
and the document characteristics (average word length, word frequencies, facial recognition, ...) are
used as features.  As a consequence,  we only used classfication algorithms as machine learning
algorithms.
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3.4.1. Support Vector Machine

Support  Vector  Machine  (SVM)  classifiers  are  supervised  learning  algorithms  used  for
classification.  They  are  widely  and  successfuly  used  as  a  learning  algorithm to  construct  the
predictive model for author profiling based on text from tweets according to [26] and [47].

The basic idea of SVM, to discriminate two classes, is to construct an hyperplane which
separates the points from each class and which margin with each is  maximized. The margin is
defined as the distance between the hyperplane and the nearest data point (the so called "support
vectors) from each separated class. For example in the figure 3, the best hyperplane would be z2
because it has the highest margin. SVM can be used to construct linear or non linear classification
models.

In this work, we used LinearSVC which is a linear SVM classifier from the sklearn library,
as a machine learning algorithm for some of our low classifiers in our submitted image classifier.
More precisely we used this machine learning algorithm for the object detection, face recognition
and LBP low classifiers, for the meta-classifier and for the aggregation classifier.

 3.4.2. Random forests

Decision tree learning is a learning method used to build non linear classifiers. The idea is to
build a tree where each node is a test on some attribute, and each branch descending from that node
corresponds to one of the possible values for this attribute. Once the tree is built, an instance is
classified by starting at the root node of the tree, testing the attribute of this node, then moving
down the tree branch corresponding to the value of the attribute of the instance to classify and
repeating the process for other nodes [49]. An example of a decision tree which classifies if a day is
suitable to play tennis or not is shown with the figure 5.

One issue with decision trees is the possibility to produce unbalanced or overfitting models,
in  particular  due  to  noisy  data,  as  discussed  in  [49].  In  machine  learning,  bagging  (Boostrap
Aggregating) is a technique were the training set is divided into smaller other sets used to generate
several classification models.  The prediction made by the several classification models are then
aggregated in order to give a final classification anwser. Bagging is used to reduce overfitting and
variance of a machine learning method [50].

Random forests are an implementation of bagging on decision trees. Since decision trees are
notriously noisy, they benefit greatly from the averaging offered by bagging. After the training data
set is splitted into multiple subset, each subset is used to generate a decision tree. To classify an
instance, all decision trees give a classification answer; the class assigned to the instance is then  the
class which received the most votes from all the decision trees. This set of multiple decision trees is
called a random forest [50].

In the context of author profiling, random forests and decision trees are sometimes used as a
machine learning algorithm in order to produce a classifier. For example decision trees were used
by [51] and [52], while random forests were used by [53] and [54].

In our work, we used decision tree and random forests to build the very low classifiers of
our first layer of our stacked architecture. We did not use decision tree or random forest for our
system submitted to PAN 2018.
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3.5. Stacking

Stacking consists in combining several learning models – in our case several classifiers –
through a 'meta learner'.  The advantage of stacking is that it  can be used to train and combine
different models with a same learning dataset, in order to improve the final prediction performance.
To perform this combination, the output of the level 1 classifiers (also called 'low classifiers') is
used as training data for a level 2 classifier (also called 'meta classifier') to approximate the same
target function. The principle of stacking can be seen with figure 7.

One important detail to note with stacking is that it requires to split the training dataset for
the same amount of layers in the stacked architecture. Indeed, it is not possible to train the meta
classifier of the level 2 – from our example above – with the same data used to train the classifiers
of the layer 1. In fact, using the same data to train the layer 1 and 2 would cause overfitting. In our
case the following splitting configuration were chosen for the several architectures studied for our
image classifier1:

3.5.1. Submitted system

The initial PAN training dataset was splitted as followed for the training of our submitted
system:

• Text:
◦ 80% of tweet texts were used to train our text classifier
◦ 20% of tweet texts were used to train our final classifier

• Images:
◦ 56% of images were used to train the low classifiers
◦ 16% of images were used to train our meta image classifier
◦  8% of images were used to train the aggregation classifier
◦ 20% of images were used to train our final classifier

3.5.2. Stacked+ architecture

The initial PAN training dataset was splitted as followed for the training of the stacked+
architecture:

• Text:
◦ 80% of tweet texts were used to train our text classifier
◦ 20% of tweet texts were used to train our final classifier

• Images:
◦ 39.2% of images were used to train the first stacking layer (naive bayes, random

forest, ...)
◦ 16,8% of images were used to train the low classifiers
◦ 16% of images were used to train our meta image classifier
◦  8% of images were used to train the aggregation classifier
◦ 20% of images were used to train our final classifier

1 The submitted system is detailled in section 4.2.3 while stacked+ and stacked++ architectures are detailled in section
4.3.2.
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3.5.3. Stacked++ architecture

The initial PAN training dataset was splitted as followed for the training of the stacked+
architecture:

• Text:
◦ 80% of tweet texts were used to train our text classifier
◦ 20% of tweet texts were used to train our final classifier

• Images:
◦ 39.2% of images were used to train the first stacking layer (naive bayes, random

forest, ...)
◦ 16,8% of images were used to train the low classifiers
◦ 11,2% of images were used to train  the new stacking layer (naive bayes, random

forest, ...)
◦ 4,8% of images were used to train our meta image classifier
◦  8% of images were used to train the aggregation classifier
◦ 20% of images were used to train our final classifier
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4. Experiments and results

4.1. The PAN dataset and evaluation framework

In order to build our prediction system, we used the training dataset provided for the PAN
task. This dataset was composed of 1500 arabic authors, 3000 english authors and 3000 spanish
authors. For each author of the datasets, 100 texts were associated to the author,  as well as 10
images. Those texts and images were taken from tweets posted by the author. The 10 images were
independent from the 100 texts (they do not come from the same tweets). It is also important to note
that this training corpus was balanced regarding gender.

Our system was evaluated on a test dataset which was hidden – i.e we could not access the
test dataset –. This dataset was composed of 1000 arabic authors, 1900 english authors and 2200
spanish authors. The evaluation of our system was made through a dedicated platform: the TIRA
platform [22]. Three types of predictions were studied and required by the PAN task and the TIRA
platform: predictions based on text only, predictions based on images only and predictions based on
the combination of text and images. The performance measure used for for evaluation was accuracy.

Because of this evaluation framework, the evaluation dataset was only available to evaluate
the  final  performance  of  our  three  classifiers:  the  text  classifier,  the  image  classifier  and  the
combination approach. We hence had to evaluate our other experiments on the evaluation dataset,
through cross-validation, as detailled in the following sections.

4.2.  General  approach for gender classification:  our submitted system for
PAN 2018

4.2.1. Overview of our approach: a stacked classifier

To tackle the problem posed by the PAN challenge, we built a prediction system composed
of three main classifiers. The first one is a classifier which predicts the gender of an author based on
tweet texts only. The second is a classifier which predicts the gender of an authors based on images
from tweets only. The third is a meta-classifier which combines the prediction of the two previous
classifiers in order to provide an improved prediction of the gender, based on text predictions and
image  predictions.  The  overall  architecture  of  our  system can  be  seen  on the  figure  3.  In  the
following parts, we successfully deal with experiments concerning our text classifier, our image
classifier and our combination approach.

4.2.2. Gender prediction based on text only

As stated in the introduction, our text classifier is mostly based on the previous work of G.
Kheng [33][34], who participated to the PAN 2017 author profiling task. As detailled in the method
part, our text classifier consists in a pipeline formed by text preprocessing, n-gram Bag of Words,
Term Frequency-Inverse Document Frequency weighting, Linear Support Vector Classification and
probability calibration.  The performance of our text classifier  on the PAN evaluation dataset  is
shown in the table 3.
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4.2.3. Gender prediction based on images only

Our image classifier is composed of 3 layers: the low classifiers (layer 1), the meta classifier
(layer  2)  and  the  aggregation  classifier  (layer  3).  In  the  following  subsections,  we  detail  the
functioning and the associated experiments and results for each of those layers.

a) Low classifiers (Layer 1)

Low classifiers  are  classifier  trained  from a  single  type  of  feature.  This  layer  is  hence
composed of 3 distinct classifiers: the object detection classifier which receives the object detection
feature vector described in 3.3.2.c)  as input, the face recognition classifier which receives the facial
recognition  feature  vector  described  in  3.3.2.d)   as  input,  the  color  histogram classifier  which
receives the color histogram feature vector described in  3.3.2.a)   as input and the LBP classifier
which receives the LBP feature vector described in 3.3.2.b).

Each low classifier was trained on 56% of the training dataset (42000 images). The images
from the 3 language (arabic, english, spanish), where grouped together for the training: in the 42000
images, there were 8400 images from the arabic folder, 16800 from the english folder and 16800
from the spanish folder. We evaluated the performance of each of the 4 classifiers on the 56% of the
training data mentioned above, thanks to a 20-fold crossvalidation process.

The results are shown in the table 4. The machine learning algorithms in the "Classifier
type" column are those from the sklearn library. For each classifier, the selected machine learning
algorithm was the one which performed the best during a 20-fold cross-validation process, with
Naive Bayes, Decision Tree, Random Forest and LinearSVC as candidates. 

b) Meta classifier (Layer 2)

The second layer  is  composed of  one  only classifier  called  "metaclassifier".  This  meta-
classifier takes as input the outputs of the low classifiers of the layer 1, i.e for each low classifier,
the probability estimated by this low classifier that the analyzed image was posted by a male or a
female.  The meta-classifier  thus  aggregates  the results  of  the first  layer  in  order  to provide an
improved prediction  of  the  gender  of  the  author  of  the  analyzed  image,  based  on the  idea  of
classifier stacking. 

This meta-classifier was trained on 16% of the training dataset (12000 images). The images
from the 3 language (arabic, english, spanish), where grouped together for the training: in the 12000
images, there was 2400 images from the arabic folder, 4800 from the english folder and 4800 from
the spanish folder. We evaluated the performance of the meta-classifier on 72% of the training data,
thanks to a 20-fold cross-validation process, and compared it to the performance of an unstacked
image classifier (i.e all the image features grouped together and one classifier predicting the output
from this set of features) and of the face recognition classifier on those same data. 

The results are shown in table 5. The machine learning algorithms in the "Classifier type"
column  are  those  from  the  sklearn  library.  For  each  classifier,  the  selected  machine  learning
algorithm was the one which performed the best during a stratified 20-fold cross-validation process,
with Naive Bayes, Decision Tree, Random Forest and LinearSVC as candidates. 
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c) Aggregation classifier (Layer 3)

The third layer is composed of one only classifier called the "aggregation classifier". As a
reminder, for each author of the training or the evaluation dataset, 10 images are associated to this
author. The aggregation classifier takes as input the 10 probabilities that the author is a male or a
female,  given  by the  second  layer  on  the  10  images  associated  to  the  author.  The aim of  the
aggregation classifier is thus to predict the gender of the author, based on the whole set of genders
predicted from the analysis of the 10 images associated to this author.

The aggregation classifier  was trained on 8% of  the training  dataset  (600 images).  The
images from the 3 language (arabic, english, spanish), where grouped together for the training: in
the 600 images, there was 120 images from the arabic folder, 240 from the english folder and 240
from the spanish folder. 

We evaluated the performance of the aggregation classifier on the 8% of the training data
mentioned above, thanks to a 20-fold crossvalidation process and compared it to a voting approach.
The results  are shown in the table  6.  The machine learning algorithms in the "Classifier  type"
column  are  those  from  the  sklearn  library.  For  each  classifier,  the  selected  machine  learning
algorithm was the one which performed the best during a stratified 20-fold cross-validation process,
with Naive Bayes, Decision Tree, Random Forest and LinearSVC as candidates.

The official result of our image classifier on the PAN evaluation dataset are shown in the
table 7. As we can see in this table, the mean accuracy of our image classifier - which is equivalent
to our aggregation classifier since our aggregation classifier is the last layer of our image classifier –
is 69.26%. This result is consistent with our evaluation on the training dataset with a difference of
only 0.54%.

4.2.4. Gender prediction based on both text and images

Gender prediction from both text and images is done by a classifier we call the "combination
classifier". This classifier takes as input the outputs of the text and image classifiers (for images, the
output of the third layer is used). The aim of the combination classifier is hence to combine the
gender prediction of the author based on the text associated to the author, and the gender prediction
based on the image associated to the author, in order to output a final improved prediction, based on
the classifier stacking idea. The two inputs of this combination classifier coming from the text and
image classifiers are both probabilities.

The combination classifier was trained on 20% of the training dataset (1500 authors): 300
arabic authors, 600 english authors and 600 spanish authors. We evaluated the performance of the
combination  classifier  on  the  20% of  the  training  data  mentioned  above,  thanks  to  a  20-fold
crossvalidation process and compared it to the text classifier and to the image classifier (i.e the
output  of  the  aggregation  classifier).  The  results  are  shown  in  table  8.  The  machine  learning
algorithms in the "Classifier type" column are those from the sklearn library. For each classifier, the
selected machine learning algorithm was the one which performed the best during a stratified 20-
fold cross-validation process, with Naive Bayes, Decision Tree, Random Forest and LinearSVC as
candidates.
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The official result of our image classifier on the PAN evaluation dataset are shown in the
table 7. As we can see in this table, the mean accuracy of our combination classifier is 80.24%. This
result is consistent with our evaluation on the training dataset with a difference of only 0.14%.

4.3. Improvements of our submitted classifier

After the submission of our system to PAN 2018, we conducted several experiments to try to
improve our prediction performance. Once again, we mainly focused on the image classifier since
most aspects of the text classifier were already studied last year by G. Kheng.

4.3.1. Building a distinct image classifier for each language

We tried  to  improve  the  image  prediction  performance  by training  a  specialized  image
classifier  for images belonging to different subset of languages.  We hence trained the first  two
layers of our image classifier on images of the PAN training dataset divided according to their
language. The idea was that maybe there was some image characteristics specific to some languages
which could not be learnt precisely enough by an image classifier trained on all of the languages at
the same time.

We tried the several combination of languages: one image classifier for each language (ar;
en;  es),  one classifier  for  arabic  and one for english/spanish grouped together  (en,  es;  ar),  one
classifier for spanish and one for english/ arabic grouped together (ar, en; es), one classifier for
english and one for spanish/ arabic grouped together (ar, es; en).

To run our experiment, we ran 20 runs of 20-fold cross validation on the 20% split of our
PAN  training  dataset  and  we  evaluated  the  performance  of  our  image  classifier  for  each
combination of languages studied.

The results are shown in table 9. For each considered set of languages, the associated result
is the mean accuracy computed on 5 runs of 20-cross evaluation, in order to obtain a more robust
result. As we can see in this table, the only improvement we can observe from language-specialized
image classifiers is for the combination (ar, es; en), with an improvement of 0.55%. However, since
the standard deviation between the 5 runs is around 2.5%, this improvement is not significative
enough  to  conclude  on  a  real  improvement  induced  by  the  use  of  language-specific  image
classifiers. As a consequence, we decided to not include such a modification in our architecture, in
order to not over complexify it.

4.3.2. Adding new stacking layers

As explained in 3.4.3,  stacking can be an efficient  method to improve performances by
combining different  machine  learning algorithms trained with the  same input  data.  In  order  to
improve the overall performance of our image classifier, we thus tried to add new levels of stacking
to our submitted architecture.

We built two new archtectures:
• Stacked+: In this architecture, we added a new level of stacking before our low classifiers.

We hence added, before each low classifier, a Naive Bayes, a Linear SVM, a decistion tree
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and a random forest classifier. An illustration of this architecture can be seen with figure 10.
• Stacked++: This architecture is the same as Stacked+ with another new level of stacking

before our meta image classifier. An illustration of this architecture can be seen with figure
11.

To evaluate those new architectures, we ran 10 runs of 20-fold cross validation on  a first
split of our dataset that we will call 'Split A' (c.f 3.4.3 for an explanation about stacking and splits).
We evaluated the performance of our image classifier – i.e of the aggregation classifier – of those
two new architectures and compared it with the performance of our submitted system.. The results
are shown in table 10.
As we can see from those results, the stacked+ architecture seems to perform better out of the 3
studied architectures. However, the difference between results is not particularly significative. As a
consequence, it is not possible to draw conclusions from those results, even if the fact that we ran
10 runs of 20-fold cross validation make them more reliable.

To overcome this problem, we ran the same experiment but on another split of our dataset
that we will call 'Split B'. The results of this experiment are shown in table 11.
As we can see from those results, the ranking of the 3 studied architecture stays the same, but with
even bigger differences between results this time: Stacked+ has the best prediction score (73.45%),
followed by Stacked++ with 72.67% and finally by the submitted system with 70.19%. This second
experiment confirms the tendency of the first one and thus the ranking of those 3 architectures.

4.3.3. Studying the impact of 'architecture based' stacking

It is importatnt to note that the stacking introduced by the previous subsection is not exactly
the  same as  the  stacking which  was  already in  our  submitted  architecture.  Indeed,  untill  then,
stacking was used to denote the principle of adding a meta classifier to combine lower classifiers
which used different feature vectors (for example our final classifier which combines our text and
image classifiers). Hence, untill now, we separated each of our image feature vectors in order to
input them into four different classifiers. However, we never saw if this division of feature vectors
through specialized classifiers combined through stacking was really usefull. In this subpart, we
will thus study the impact of the division or of the combination of our image feature vectors.

a) First experiment

To  study  this  phenomenon,  we  ran  a  first  experiment  which  evaluated  the  prediction
performance of the following architectures:

• Grouped:  In  this  architecture,  all  image  feature  vectors  were  grouped  together  (i.e  we
concatenated  our  4  image  feature  vector  in  one  main  image  feature  vector).  As  a
consequence, there is no more low classifiers, but only one classifier which takes our new
main image feature vector as input. The meta image classifier was also removed since we
did not need it anymore to combine the predictions of the low classifiers. An illustration of
this architecture can be seen with figure 12.

• Grouped\CH:  This  architecture  is  the  same  as  the  Grouped  one,  except  that  the  color
histogram feature was removed from the main image feature vector.
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To evaluate those new architectures, we ran 10 runs of 20-fold cross validation on  the PAN
training  dataset.  We  evaluated  the  performance  of  our  image  classifier  of  those  two  new
architectures and compared it with the performance of our submitted system. The results are shown
in table 12.
As  we  can  see  from  those  results,  the  grouped  architecture  has  a  terrible  gender  prediction
performance with 61.70% while the Grouped\CH architecture and our submitted system performs in
an equivalent manner with a performance around 69.80%. We could hence draw the conclusion that
color histogram is a useless feature. We could also draw the conclusion that the 'architecture based'
stacking  (i.e  the  separation  of  features)  of  our  submitted  system  is  useless,  since  the  same
performance can be achieved with a less complex system (i.e with the Grouped\CH architecture). 

b) Second experiment

To confirm those two hypothesis, we ran a second experiment in which we evaluated the
following architectures:

• Grouped Stacked+: This architecture is equivalent to the Grouped architecture, but with a
level  of  stacking  at  layer  0  (similar  to  the  layer  which  was  added  for  the  Stacked+
architecture).

• Grouped  Stacked+\CH:  This  architecture  is  equivalent  to  the  Grouped  Stacked+
architecture,  except  that  the color  histogram feature was removed from the main image
feature vector.

• Stacked+\CH: This architecture is equivalent to the Stacked+ architecture, except that the
color histogram classifier (and consquently the color histogram feature) was removed from
the architecture.

To evaluate those new architectures, we ran 10 runs of 20-fold cross validation on  the PAN
training  dataset.  We  evaluated  the  performance  of  our  image  classifier  of  those  two  new
architectures. The results are shown in table 13.
As  we  can  see  from those  results,  the  best  architecture  seems  to  be  the  Separated  Stacked+
architecture. We can also note that this architecture seems to perform significantly better than the
Grouped  Stacked+\CH  architecture,  with  an  improvement  of  1.73%,  while  the  Separated
Stacked+\CH  architecture  performs  in  an  equivalent  manner  then  the  Grouped  Stacked+\CH
architecture, with a performance around 71.70%.  In other words, the separation of features through
specialized  classifiers,  following  the  stacking  principle,  seems  to  allow  to  exploit  the  color
histogram feature to improve the final prediction performance.
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5. Discussion

5.1. Combination of text and images

We used a stacking approach to combine information from text and images. Our approach
did not really succeed in  using images  to  improve the gender  prediction performance,  with an
improvement only around 0.52% of the text performance. However, this result is close to the mean
improvement  of  all  participants  of  PAN  2018  which  is  0.57%,  and  better  than  the  median
improvement which is 0.26% [35].
This low performance is probably due to the fact that the text prediction performance was way
higher than the image prediction performance. As a consequence, the meta classifier (i.e the final
classifier) which combines the text and image predictions rarely uses the image prediction, which
result  in  a  low  improvement.  The  only  participant  to  the  task  who  achieved  a  significant
improvement was Takashi et al. [56] who achieved a mean improvement of 4.95%. However, for
Takashi , its image classifier mean accuracy was of  78.72% while its text classifier mean accuracy
was of 78.47%, which is an example that supports the argument that combining two predictions
require those predictions to be close enough.

5.2. Using several data from a same user to improve performance

One interesting point that can be noted is the important improvement of gender prediction
based on images which is brought by the aggregation classifier. Indeed, the performance between
the aggregation classifier  (69.8%) and its  preceding layer (58.4%) is  improved by 11.4%. As a
consequence,  we can keep in mind that  for author  profiling,  the approach of  gathering several
distinct  documents  of  a  same author  and to  combine  them through a meta  classifier  (here  the
aggregation  classifier)  can  help  a  lot  to  improve the  performance.  However,  depending on the
amount of information brought by the considered type of document, and depending on the mutual
information between documents of a same author, a concatenation approach such as the one used
here for text tweets (c.f 3.2.3) can be more relevant.

5.3. Stacking as a mean to improve performance

In our experiments, we were able to verify that stacking could help to improve the prediction
performance  of  our  image  classifier.  Hence,  by  comparing  the  performance  of  our  submitted
architecture  and of  our  Stacked+ architecture  through experiment  4.3.2,  we saw that  adding a
stacking layer helped in improving the overall performance of our classifier by approximately 2%.
However, as discussed in 3.4.3 and 4.3.2, the downside of stacking is that the dataset needs to be
split depending on the number of layers used in the stacking architecture.

Besides the fact that splitting the dataset can be tedious, there is a point where there is not
enough data left to train the layers. In our case, we see this effect with our Stacked++ architecture;
in this architecture, there are so many layers that the division of our data between the layers has a
more negative effect than the improvement brought by stacking. The number of layers used for
stacking has then to be carefully chosen depending on the amount of data available, as well as the
number of features of each layer.
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5.4. Stacking as a mean of exploiting big feature with a small dataset

In the experiment lead in  4.3.3, we saw that the performance of Grouped Stacked+ were
very low,  with a performance of  62.07%, while  the performance of  the Grouped Stacked+\CH
architecture was way better with 71.72%. This can be explained by the fact that color histogram is a
feature that suffers in way from the curse of dimensionaliy, due to the high dimensionality of its
feature vector and the low amount of examples in our training dataset.
In  addition  to  that,  the  prediction  performance  of  our  Stacked+\CH  and  of  our  Grouped
Stacked+\CH were approximately the same. However, for this same experiment, the performance of
Stacked+ performed 1.75% better,  with  a  performance  of  73.45%.  This  phenomenon  could  be
explained by the fact that the separation of features combined to stacking allowed the Stacked+
architecture to efficiently exploit the color histogram feature. As a consequence, we can conclude
that stacking can be a way to exploit features associated to a feature vector which has to much
dimensions compared to the size of the training dataset.

5.5. General conclusion on stacking

To conclude on stacking, we can say that it is an optimization technique which can improve
the prediction performance through various means. However, to be efficient, stacking needs to be
cleverly used, in order to keep a good balance between the number of layers of the architecture and
the amount of training data.

It is also important to note that the conclusions drawn in c) and d) have to be discussed with
care. Indeed, even if we ran several cross-evaluation runs for our experiments, and sometimes used
different  splits  in  order  to  achieve  more  reliable  results,  the  improvements  discussed  in  those
sections are inferior to 3.5%. As a consequence, those results should be taken with care and new
experiments should be made to confirm them.
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6. Conclusion

Regarding gender prediction based on tweet texts only, using the previous work of G. Kheng
[25]  with  minor  modifications  allowed  us  to  achieve  satisfying  results  with  79.81% accuracy
measured on the PAN evaluation dataset which ranked this approach as fifth to the author profiling
task of PAN 2018.

Regarding gender prediction based on images taken from tweets only, we developped an
architecture based on the idea of stacking which uses four type of image features: object detection,
face recognition, local binary patterns and color histograms. This system also produced satisfying
results with 69.26% accuracy measured on the PAN evaluation dataset which ranked this approach
as third to the author profiling task of PAN 2018.

Regarding gender prediction based on both texts and images, we used a meta classifier to
combine the predictions from our text and image classifier, based on the idea of stacking. If the
results of this approach were not satisfying enough with an improvement of only 0.52% compared
to the prediction based on text only, our combined approach was still ranked as fourth to the author
profiling task of PAN 2018. This poor result for the combination approach is due to the fact that the
performance of our text classifier is way higher (by approximately 10%) than our image classifier.

Regarding the improvement of our system once the PAN challenge was over, we focused on
the improvement of our image classifier. We first tried to train language-specialized classifiers, but
experiments showed that it did not seem to significantly improve the prediction performance. We
then tried to add new stacking layers to our system. The conclusion was that adding one stacking
layer  improved the accuracy of our system by approximately 2%. Another conclusion was that
adding more than one stacking layer seems to give worth performance compared to the addition of
only one stacking layer.

In the future, to improve the performance of our system, we could improve the our object
detection classifier by using a pre-trained network which would be able to recognize more object
classes. For example we could use the Tensorflow Object Detection API [57], but this would need a
high performance computer since the extraction of object detection features is particularly long for
this network(2 minute per image for a standard computer).

Another possibility to improve our image classifier is to add a text detection feature vector
to our system. In fact, screenshots or photos of text consitute an important part of the images and
could then be exploited through text analysis techniques to improve the prediction performance.

Another  possibility  to  improve  the  prediction  of  our  whole  classifier,  would  be  to  try
different split  sizes to optimize the usage of our learning dataset.  Indeed, the repartition of the
training dataset through the different splits was arbitrarily decided and might be improved, through
for example a grid search.
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Table 2:  Results for the two evaluated configurations of features

Table 1: Results for different preprocessing configurations,obtained by 10-fold cross
validation runs with a linear SVC as classifier
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Table 3: Top 10 ranking of object labels
regarding feature importance for a

random forest classifier

Table 4: Gender prediction results for low classifiers

Table 5: Gender prediction results for the meta classifier

Table 6: Gender prediction results for the aggregation classifier



29

Table 7: Official PAN results on the evaluation dataset for our text, image and combination
classifiers

Table 8: Gender prediction results for the combination classifier

Table 9: Gender prediction results of
language-specialized image classifiers

Table 10: Gender prediction results for our
three studied architectures, for split A
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Table 13: Gender prediction results for
grouped and separated features with our

without stacking

Table 11: Gender prediction results for our
three studied architectures, for split B

Table 12: Gender prediction results for
grouped and separated features, without

stacking



Figures

  Figure 1: Example of a color histogram obtained with opencv  
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Figure 2: Three neighborhood examples for LBP computation
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Figure 3: Exemple of a SVM
decision boundary

Figure 4: A decision tree example [49]
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Figure 5: Exemple of an image labeled by
YOLO
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Figure 6: Overview of our submitted system

Figure 7: The stacking principle
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Figure 8: Image classifier architecture



36

Figure 9: Overview of our system submitted to PAN 2018, with results
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Figure 10: Stacked+ architecture



Figure 11: Stacked++ architecture  
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Figure 12: Grouped architecture
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